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[lporpamma Kypca

Mopxopapbi:
1. YnpaeneHue nepez2py3Koii
- CoBpeMeHHble NPOTOKO/1bl yNpPaBAeHUA
neperpyskoun TCP
2. [emynbmunnaeKcuposaHue/mynbmunsaeKcuposaHue
- MHOronoTo4YHble TPAHCNOPTHbIE MPOTOKO/bI
- MapuwpyTnsauma Ha YpOBHE UHTEPHET
npoBanaepos
- Network Coding
3. CeameHmayus
- TCP Proxy
4. banaHcupoeKa
- bBanaHcnpoBKa Harpysku n ynpasaeHmne TpapmKkom

/ Mopenu: \

- CeTeBOEe ncumncneHue:
MaTEMATUYECKUN
noAxo4 K KayecTBy
cepBmca

- NS3: mogennpoBaHue

nosegeHmnA cetun C

BbICOKOM TOYHOCTbIO

4 Mpumepbi:
- HTTP3/QUIC

\-__[ponyckHaa cnocobHOocTb No TpeboBaHMIo

- YnpaBneHue ceteBbiMU pecypcamm B LieHTpax O6paboTku [aHHbIX
- ObecneyeHne Ka4yecTBa CepBUCA B CETAX AOCTAaBKM KOHTEHTA




banaHCUpPOBKa HarpysKku
8 KOHMeKcme KOMribromepH»bIX cemelu

* MeTog, pacnpegeneHus TpaduKka mexay
HEeCKO/JIbKMMM XOCTaMU, IMHUAMMU CBA3U U
KOMMYTUPYIOLWMMM YCTPONUCTBAMU

* Llenn 6anaHcMpoBKMU
— [loBblWEeHMNe CcTeENEHN YTUAIU3ALUN PECYPCOB
— NoBblWeHWe NPONYCKHOMN CNOCOBHOCTH
— YMeHblLUeHNE BPpeMEHN OTKANKA CUCTEMDbI

— bopbba c oTKazamm n neperpyskammu



banaHCUpPOBKa HarpysKku
KaaccuguKayus

* 1o ycTponCcTBaM 1 NO BPEMEHMU

— Burstable — cnocob onnatbl Tpaduka, Koraa
PACYETbI NCXOAAT U3 PAKTUYECKU NOTPEDNEHHOM
NOI0Cbl B PpaMKax BblaeNeHHOM

* CraTnyeckasa u ANHaMUN4YeCKaA

— YYyeT Harpys3Ku vs NpocToTa peannsaymm

* LleHTpanusoBaHHaA 1 pacnpeaenéHHas

— BblaeneHHbIN KOHTPO1b 32 6a/IaHCMPOBKOU



banaHCUpPOBKa HarpysKku

HepocTtatku:
»banancmposka nakeTos flow 112345 E"E"I"Il Path 1 Heynopsao4eHHbIN
Flow 2[1]2][3]2 ECM: [2][¢][1][2] Patho  ['PVXOA MAKETOS
ow MPUBOAMT K
Flow 3[1]2]3 [3]2][3][2] Path3  cHwxenunto
- CKOPOCTY
»banaHcnpoBka NOTOKOB
Path 1
o ECMP —r—nc He yuntbiBaeTcs
Flow 2 » [ Path2 pa3mMep NOTOKOB
Flow 3 | | Path 3
>bBbanaHcrMpoBKa BCNAeCKOB
g Flow 111 |2 31415 |4|3||2|1| Path 1
ECMP —————— He y4YnTbIBaeTCA
Flow2[1]2] [3]4 » 1]{2]1] Path2  pasmep Bcnneckos
Flow 3[1] [2]3 [3]2]5]4]3] Path3

»Sinha S., Kandula S., Katabi D. Harnessing TCP’s burstiness with flowlet switching //Proc. 3rd ACM Workshop on Hot
Topics in Networks (Hotnets-IIl). — 2004.



banaHcMpoBKa TpaduKa no
HECKOJIbKUM MapLLUpyTam

HepocTaTKu nepeaaym AaHHbIX MO OAHOMY MYTU:

e OrpaHn4yeHue NPOonycKHOM cNocobHOCTU ceTu

— MapuwpyTnsauma no ogHOMy NyTU He NO3BOASET
NOCTUTHYTb ONTUMYMa PYHKLMKU YTUAUBALUK

— Mpon3BoANTENBHOCTb B YroAy NpPoOCTOTE

* [logBep*KeHHOCTb KoebaHnAM

— PaHHWKN apanTUBHBLIM NPOTOKON MAPLLPYTM3aLUMN,
KOTOPbIN YYUTbIBAAN 3a4€PKKY HA IMHUAX CBA3U
OKa3ancAa HectabuabHbIM



Server Load Balancing (SLB)




Ctpatermm 6an1aHCMPOBKU

CTaTn4yeckue:
 Round Robin
* Hash-based
— Pa3Hble meToAbl pacyeTa
IInHamun4yeckue:

e Least Connections

— Bbibupaetca nHtepdenc, obcnyKmBatoLwmm
HaMMEHbLUEE KOJIMYECTBO COeIMHEHNI

* Lowest Response Time

— Bbibupaetca nHTepPpenc c HAMMEHbLLIUM BPEMEHEM
3aBepLleHnA 3anpoca



banaHCHUPOBKA Ha 5+

1: SYN

3: SYN/ACK
4: ACK

5: GET w/ Cookie

v

v Vv

2: SLB device determines it must proxy
flow before decision can be made.

[Mpu paboTte Ha L5 6anaHCMPOBLLUMK HE MOXET ONpeaenunTb,
Kyaa nepeHanpaBnsaTb MNOTOK JAHHbLIX 3apaHee =>
OH gormkeH B3ATb YacTb paboTbl cepBepa Ha cebs



PacnpenenéHHbin 6anaHCUPOBLLUK

FE: Forwarding Engines, which are
responsible for forwarding packets.
They ask the SLB device where to
send the flow.




PacnpenenéHHbin 6anaHCUPOBLLUK

1: TCP SYN 4: flow goes to Server2.

\

2: FE asks where to sehd flow|. -

v

3: Service Mgr tells it to use Server2.

Subsequent packets flow directly from Client to Server2 thru the FE.
The FE must notify the SLB device when the flow ends.



Equal-cost multipath routing (ECMP)

= e =

* ECMP

— PacnpepenaeT Harpy3ky Mexay MHOKECTBOM MYTEMN C
OAMHAKOBbIMN METPUKAaMU MapLLUPYTU3aL NN

* Round-Robin ncnonb3oBaTb HeNb3A:
— [NepeynopaaoumBaHme naketoB (TCP Takoro He ntobuT)
— Pa3Hble nyTn moryTt umetb pa3Hble RTT, PLR...
— Ha pa3HbIX nyTaAX MOXKeT bbITb pa3Hbii MTU
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Equal-cost multipath routing (ECMP)

= e =

e [1ns 6an1aHCUPOBKU MCNOb3YeETCH
X3LWMpPOBaHME

— Ko/in4ecTtBo HaKeToB = KO/NNM4eCTBY BbiIXO408

— X3l Ha OCHOBE aZlpecoB MNakeToB COXpaHAeT
NMPUBA3KY NOTOKOB NO BbIXOAaMm




Basic Hash Techniques

* Simple approach for uniform data
— If data distributed uniformly over N, for N >> n
— Hash fn = <data> mod n

— Fails goal of uniformity if data not uniform

* Non-uniform data, variable-length strings
— Typically split strings into blocks

— Perform rolling computation over blocks
* CRC32 checksum
e Cryptographic hash functions (SHA-1 has 64 byte blocks)



Bloom Filters

e Data structure for probabilistic membership testing
— Small amount of space, constant time operations
— False positives possible, no false negatives

— Useful in per-flow network statistics, sharing information
between cooperative caches, etc.

e Basic idea using hash fn’s and bit array
— Use k independent hash functions to map item to array

— If all array elements are 1, it’s present. Otherwise, not
{x,y, 2}




Bloom Filters

Example Bloom Filter k=3

-0|0|0|0|0|0|0|0.
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y, =is not in H (why ?); y, may be in H (why ?)



Maximally Redundant Trees

2 trees O(n)

3 trees 0(n?)
4 trees 0(n3>)
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To destination d, each node
to d has two paths.
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Ear decomposition

An ear decomposition of an undirected graph G is a partition of its set of edges
into a sequence of ears, such that the one or two endpoints of each ear belong

to earlier ears in the sequence and such that the internal vertices of each ear do
not belong to any earlier ear.




Valiant Load Balancing
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Unicast Least Cost Paths
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O = end station
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Spanning tree eliminates loops
by disabling ports

October 2013 RIPE TRILL Tutorial




Unicast Multi-Pathing
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Bridges limit traffic to one path
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Multi-Pathing (Unicast)
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October 2013
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[1lpoToKoAN TRILL
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[1lpoToKoAN TRILL

 OCHOBaH Ha NPOCTOUN Uaee:

— [1o6aBunTb K NnepeaaBaemMbliM NakeTam HOBbIN L2
3aron0BOK ¢ hop-counter’om

— MapLpyTn3anpoasTb NakeTbl C NOMOLbIO IS-IS

— Ypanntb AONO/IHUTE/IbHbIE 3ar0N0BKU Nepea TeM, KakK
N0CTaBUTb NakeT

* [lpemyLiecTtBa:
— [lepepgayva no nydwemy nNyTu
— BcTtpoeHHasa noaaepxka Equal Cost Multi Path
— MNoapepKa nepenavyn Ha HECKONIbKO Ha3HAYeHUN



TRILL has a poem

| hope that we shall one day see

A graph more lovely than a tree.
A graph to boost efficiency

While still configuration-free.
A network where RBridges can

Route packets to their target LAN.
The paths they find, to our elation,

Are least cost paths to destination!
With packet hop counts we now see,

The network need not be loop-free!
RBridges work transparently,

Without a common spanning tree.

- By Ray Perlner (Radia Perlman’s son)



MeHaeTca napagurma opraHm3aumm
BblYMUC/IeHUM

* Ha cMeHYy KAMEHT-CEPBUCHOM apXUTEKTYpeE
npuwnun Cloud Computing n KoHuenuma
Software as a Service

* [1pn BbICOKOWN KOHLLEHTPAL UK
BbIYNCANTENbHbIX PECYPCOB CETb CTAHOBUTCA

Y3IKUM MECTOM




[Tpn yBEAMYEHNM YMCNA NONb30OBATENEN
NPONycKkHasa cnocobHOCTb pa3gennercs

PeweHne — yBennyeHue
KO/IMYyecTBa nepeaarolLmx

wimax cTaHUMM
\ A _g\\
| =
T
| Canwkom agoporo!
LB

N \ [Mouyemy Henb3a MyNbTUNNEKCMPOBATb
{;\ nepeaavy AaHHbIX Yepe3 pa3Hble KaHanbl?!]
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Interscatter Communication

—
k& Y | =
a

2426 Frequency (MHz) 2462



Contact Lens Prototype




Real-time Distributed MIMO Systems

Distributed MIMO is the Holy Grail

Distributed protocol for APs to act as a huge MIMO
transmitter with sum of antennas

Ethernet
I ‘ v ‘ v ‘ v
2 AP3 AP N
[»m};/w L& .
1 T 1 {

User 1 User 2 User 3 " User N

N APs = N times higher throughput



Real-time Distributed MIMO Systems

What happens with Distributed MIMO?
AP[1] I

AP[2] I

Separate devices =2 Different Crystals

—> RF chains have oscillator offset relative to each other




Real-time Distributed MIMO Systems

MegaMIMO 2.0 vs. Traditional 802.11
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MeToabl MalLIMHHOIO 0byyeHnA B
3a4a4e 6aNaHCUPOBKU TPpadUKa

Hanbonee pacnpocTtpaHeHHasa mogenb — Actor-Critic

PaboTa 6anaHCcMpOBLLMKA onpeaensieTca COCTOAHNEM,
NencTBMem 1 Harpagou (Metoabl NOMCKa ONTUMaIbHOM

I-I On M TM K M ) | State i | message (ki) |
Load balancing
| Global State | | Hidden State | distribution
Y
)| 1 -
Y L J Y ‘ Global State ‘ ‘ Messages | %
. ( J 5 £
‘ LSTM ’ ‘ Critic Actor ] g 2
Central Critic E

Load Balancing
distribution Value of the global
distribution

Value of the actor

New Hidden State distribution

message (i,k)

LleHmpanu3oeaHHbIl M1oo0xo0

lMonyuyeHmpanu308aHHbIU Mooxo0
T [
State i
C iti
message (k,i) 9 = / d t b t
Commumcator message (i.k)

PacnipedeneHHbil nodxoo



Ha KaKom ypoBHe NpoBOAUTb
6anaHCUPOBKY HArpy3Ku?

Ha ypoBHe KaHaoB
— TRILL, Wireless MIMO

Ha ypoBHe mapLupyTn3aTopos
— ECMP, VLB, etc.

Ha ypoBHe TpaHCcnopTa
— SCTP
— MPTCP

Ha ypoBHE NpUAIoKeHN
— BitTorrent



[lporpamma Kypca

NMoaxoAabl:
1. YnpaeneHue nepez2py3Koii
- CoBpeMeHHble NPOTOKO/1bl yNpPaBAeHUA
neperpyskoun TCP
2. [emynomunnexkcuposaHue/mynbmunaeKcuposaHue
- MHOronoTo4Hble TPAHCMOPTHbIE MPOTOKOAbI
- MapuwpyTm3aumna Ha ypoBHE NHTEPHET
npoBanaepos
- Network Coding
3. CeameHmayus
- TCP Proxy
4. banaHcuposka
- bBanaHcMpoBKa HarpysKku 1 ynpasaeHue Tpapmkom

/ Mopenu: \

- CeTeBOEe ncumncneHue:
MaTEMATUYECKUN
NoAxoA, K Ka4yecTBy
cepsuca

- NS3: mogennposaHune
NOBEeAEHUNA CETU C
BbICOKOM TOYHOCTbIO
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4 Mpumepbi:
- HTTP3/QUIC

\-__MMponyckHas cnocobHOCTb No TpeboBaHMIO

- YnpaBneHue ceteBbiMU pecypcamm B LieHTpax O6paboTku [aHHbIX
- ObecneyeHne Ka4yecTBa CepBUCA B CETAX AOCTAaBKM KOHTEHTA




